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Growth, Popularity, and the Long Tail: 

Evidence from Digital Markets 

 
 

Abstract 

The fact that the adoption rate of successful innovations is bell-shaped (cumulative S-shaped) is 

considered the basis for most insights and analyses of new product marketing. However, these 

insights have been largely based on the growth of popular durables and services. In contrast, 

contemporary digitized markets are largely comprised of a long tail of low-popularity products 

for which we have little evidence on which to base the expected shape of growth. We study the 

growth of close to 100,000 digital products in two markets; with product size ranging from 50 

downloads, to hundreds of millions. We find that across various product categories, while indeed 

bell-shaped growth is the clear majority among the very popular products, for lower-popularity 

products, it becomes a minority, with growth dominated by an exponential-like decline (“slide”), 

or a combination of the first two, i.e., a slide and a bell (S&B). We examine the possible 

explanations for this phenomenon in the markets we analyze, and discuss some of the wide-

ranging implications of our understanding of new product marketing in long-tail markets. 

 

  

 

Keywords: diffusion of innovations; digital products; long tail; product life cycle; social 
influence 
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Lean inventory digital channels, search engines, recommendation systems, product 

digitization, and mass customization help to explain how consumers in various markets face a 

notable “long tail” of low-popularity products (Anderson 2006; Brynjolfsson, Hu, and 

Simester 2011; Hinz, Eckert, and Skiera 2011). While the role of superstar products may also 

become more important in contemporary markets (Oestreicher-Singer and Sundararajan 2012), it 

is clear that digitized markets are increasingly comprised of many more products than they were 

previously (Sorensen 2017). Thus, firms are faced with a need to understand the characteristics 

and dynamics of markets where the long tail is substantial. 

This presents a particular challenge to firms that aim to manage new product launches and 

growth. An essential concern surrounding the development of markets for new products is that 

nearly all knowledge comes from what are considered “successful” innovations (Greve 2011; 

Rogers 2003). In fact, our knowledge on the development of new products has been largely 

shaped in markets such as durables, pharmaceuticals, and services, typically studying highly 

popular cases of growth (Peres, Muller, and Mahajan 2010). This occurrence has been partly 

attributed to researchers’ “pro-innovation bias” that correlated success with importance: a major 

shortcoming of new product development (NPD) research (Rogers 2003). More generally, the 

dearth of data on the growth of less popular new products is affected by a left truncation bias that 

stems from lack of information on the product’s early years (Jiang, Bass, and Bass 2006), and the 

fact that less popular products may have been taken off the shelf early on, and so were not 

investigated. Hence, for less popular products, we have little evidence even on the most basic 

generalization of new product markets: the expected shape of growth. 

The fact that the adoption rate of successful innovations follows a bell-shaped curve and a 

cumulative S-shaped curve, is considered one of social science’s essential discoveries, and a 
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foundation of new product diffusion analysis (Chandrasekaran and Tellis 2018; Hauser, Tellis 

and Griffin 2006); along with a perception of innovation growth across disciplines that “the S-

curves are everywhere” (Bejan and Lorente 2012). This shape is the basis of many of the insights 

in the marketing literature, as well as praxes in new product management: the forecasting of new 

product growth, segmentation, pricing, and advertising of new products; and the decisions to 

terminate, or else to further support post launch (Golder and Tellis 1997; Krishnan and Jain 

2006; Peres, Muller, and Mahajan 2010; Sood and Kumar 2017). Yet this knowledge relies on 

the analysis of popular products. Is it the same for long-tail products? 

As we show here, the answer is “often not”. We examine the growth of more than 90,000 

free digital software products on the SourceForge open-source database, a prominent source of 

digital products, complemented by data on thousands of smartphone apps. Our findings imply 

that generalizations developed along the product life cycle, its turning points, and its drivers, 

may need re-examining for low popularity products. Managers should update their knowledge on 

new product marketing in environments where long-tail products are ubiquitous, in particular, in 

digital markets. 

While this source of data that we examine differs from the popular durables and services 

that were the main source of new product growth data previously, there are several notable 

advantages to their use:  

First, digital product markets are large and represent a growing portion of the overall 

consumer and business markets. This includes, inter alia, multi-billion markets such as apps, 

eBooks, and video and music streaming. Smartphone apps alone, for example, consist of millions 

of products in the apps stores, with an estimated market size of over $90 billion in 2018 (Freier 

2018). Because a significant long tail is prevalent in digital markets (Anderson 2006), our 
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analysis helps us to better understand growth in this significant part of the economy that is 

underrepresented in the new product growth literature. Looking at free products is also consistent 

with a market reality where many digital products begin as free (Lambrecht et al. 2014). For 

example, over 95% of smartphone apps are free (AppBrain2019), as is the large market of open-

source products, which has become mainstream in many enterprise markets (Das 2018). 

Second, free product adoptions are less affected by dynamic price strategies and changing 

economic conditions that can affect the curve’s shape. Such data enables researchers to study 

organic growth in a cleaner way than with other products. More generally, digital product 

markets enable the study of growth in precision, with details not available in most of the 

previous new product diffusion research. Adoptions are documented precisely, from day one, 

and on a large scale, regardless of product size. Here we study the growth of close to 100,000 

products in two markets, with product size ranging from 50 downloads to hundreds of millions. 

This renders our investigation one of the largest datasets of new product diffusion of which we 

are aware, and also enables a large-scale examination of popularity and the shape of growth. 

 Analyzing these data, we identify three archetype patterns that dominate growth: a bell-

shaped pattern (often left-skewed) that we label bell; an exponential-like decline beginning at 

launch labeled slide, and a combination of the first two, a slide and a bell, that we label S&B. 

Bell patterns represent about 40% of the cases in our database. 

Our main finding is that the three archetypes’ ubiquity is strongly related to the products’ 

popularity, and thus the fundamental pattern of growth in long-tail products may differ than that 

of blockbusters. Bell shapes are dominant in popular products, yet quickly become a minority as 

popularity drops, a regularity that we find consistent across markets and categories. The fact that 

very popular products’ growth is almost exclusively bell-shaped may help to explain how 
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previous research, which has focused on popular products, has not identified this relationship. 

Interestingly, our result is the opposite of that of the movie market – one of a few markets 

recognized as an exception to the S-shaped growth – where the more popular products are those 

that decline over time (Foutz 2017; Sawhney and Eliashberg 1996). 

Given the centrality of the S-shaped growth assumptions to the understanding, prediction, 

and management of new product marketing, our results are of interest to marketers who launch 

new products, in particular in digital markets where the long tail is ubiquitous. We suggest that 

for these product markets, the three archetypes identified can follow an inception effect, or burst 

of heightened external influence (e.g., a recommendation on the website or advertising) early in 

the product life cycle. Via the integration with internal influence (e.g., positive word of mouth or 

observations of success for the better-accepted products), the three patterns then emerge. We 

show that a simple inception model can create the phenomenon that we observe. We demonstrate 

the effects in our data and discuss the managerial implications for firms aiming to launch new 

products into these and similar markets. 

Our paper continues as follows: After a discussion of the relevant literature, we present our 

datasets and provide evidence on popularity and the shape of growth. Then we explain how 

early-period heightened external growth (inception effect) can affect the growth of the products 

that we analyze, and demonstrate via a new product growth model how it creates the types of 

growth patterns that we observe. We conclude with a discussion of managerial implications for 

prediction and marketing strategy in a world of long-tail markets. 
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Related Work 

The long tail 

The idea that modern markets, in particular online, may be largely comprised of a long tail 

of low-popularity products, became widespread in the mid-2000s (Anderson 2006; Brynjolfsson, 

Hu, and Smith 2006). It has been examined mostly in the context of e-commerce with products 

such as books, music, and video, but also on other industries such as tourism, software, 

crowdfunding, and innovations in general (Barzilay et al. 2018; Brynjolfsson, Hu, and Smith 

2010; Fleming 2007; Zhou and Duan 2012). Drivers from both the demand and supply sides are 

often considered in the rise of the long tail in digital environments (Brynjolfsson, Hu, and Smith 

2006). Supply-side factors include the lower cost of inventory and stocking in an online 

environment, more efficient delivery options, and a lower cost of creating additional products 

due to increasingly efficient and sophisticated manufacturing systems. Demand-side drivers 

include the ability to easily search for and find products that are not necessarily mainstream; 

recommendation systems that draw users’ attention to a large variety of options, and the ability 

to realize and be affected by the full heterogeneity of demand via social networks and online 

communities. 

Much of the research discussion on the long tail has focused on whether such a market is 

more or less concentrated than classic markets. Proponents of the long tail suggest that it 

represents a fundamental shift from a “Pareto-like” economy where a small quantity of popular 

products draws most demand to more diffused, online-driven market environments where a large 

number of small-selling products dominate demand (Brynjolfsson, Hu, and Simester 2011). 

Support for that contention, however, is inconclusive. While there is some support for an 

increasing and dominant role of the long tail in demand (e.g., Peltier and Moreau 2011), there is 
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also support for a greater role of “superstar” products in online environments (Elberse 2008; 

Oestreicher-Singer and Sundararajan 2012). This can be explained in situational and 

measurement issues (Barzilay et al. 2018); but also in the fundamental effect of recommendation 

systems, which draw consumers’ attention toward low-demand products, yet also support trends 

and social influence, including that of bestseller lists, that strengthen the demand for high-selling 

products (Fleder and Hosanagar 2009; Oestreicher-Singer et al. 2013). 

Whatever the exact share of long-tail products of digital markets, there is no debating that 

consumers face today a large assortment of products that consist of a sizeable portion of the 

market. Such products can be niche products (Brynjolfsson, Hu, and Smith 2006) or failures 

(Fleming 2007), yet an ad-hoc distinction between the two is not trivial and may demand 

product-specific interviews (Henard and Szymanski 2001). Here we do not delve into this 

difference, in particular given the scale of our database. Instead, we use the term product 

popularity to describe the extent of demand, where popularity is defined by the number of 

downloads. 

The shape of new product growth 

Our study addresses the notable effort to research the patterns of new product growth, 

which spans numerous disciplines (Rogers 2003). As early as the late 19th century, this literature 

has largely assumed that the adoption rate of successful innovations follows a non-cumulative 

bell-shaped or logistic-type pattern, and a cumulative S-shaped pattern. This was largely 

attributed to the dynamic role of various forms of social influence among customers (Young 

2009). Other explanations for the dynamics of growth patterns have also been proposed, in 

particular heterogeneity among adopters in propensity to adopt, especially considering a 

decreasing price over time (Chandrasekaran et al. 2013) or economic environment and 
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technological cycles (Chandrasekaran and Tellis 2011). Yet it is notable that these views also 

largely assume an S-shaped curve growth pattern. Overall, the S shape has lain at the base of the 

modeling of the diffusion of innovations in the marketing literature, as well as the fundamental 

insights on how to predict, launch, and manage new products (Foutz and Rao 2018; Peres, 

Muller, and Mahajan 2010; Sood, James, and Tellis 2009). 

Non-S-shaped markets 

There have been, however, some exceptions to the observed S-shaped pattern, where the 

observation is of a declining demand since launch, resulting in an r-shaped cumulative curve. 

One possibility is that in some markets, successful products have high demand early on due to 

large investments in marketing and promotions. A noteworthy market in this regard is that of 

movies, where anticipated blockbusters enjoy large investments in advertising early on, and 

supply-side availability of many screens. Coupled with high utility of seeing a movie early on, 

high-selling movies often demonstrate an r-shaped curve (Foutz 2017; Sawhney and Eliashberg 

1996). 

Moreover, some products are affected by pre-launch buzz in particular on social media, 

which can be magnified by prelaunch advertising (Houston et al. 2018), leading to heightened 

demand as the new product comes out, in particular in cases where pre-ordering is available 

(Moe and Fader 2004). These dynamics occur not only in consumer markets, but also in markets 

such as pharma, where physicians learn about a new drug before launch, and thus prescriptions 

are very numerous at the beginning (Vakratsas and Kolsarici 2008). 

A third explanation of r-shaped growth relates to the level of social influence in new 

product growth. In the case of low-involvement supermarket goods, the lack of inter-customer 

social influence, and a dominant role of external effects such as advertising should lead to an r-
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shaped curve (Fourt and Woodlock 1960; Gatignon and Robertson 1985). We later discuss these 

explanations’ relevance, and the need for an alternative explanation. 

Popularity and the shape of growth 

Generally speaking, research on the long tail and new product growth has progressed on 

separate routes. As aforementioned, much literature on the long tail has focused on the reason for 

its creation, and its relative importance compared to blockbusters. While some research has 

discussed the differential part of long-tail products regarding how customers are influenced to 

consume them (Zhu and Zhang 2010), or their real value to the firm due to their effect on other 

products (Oestreicher-Singer et al. 2013), differential growth pattern of long-tail products 

compared to other products has not been explored. 

The same is true for the new product growth literature, which did not focus on the role of 

popularity in the shape of growth, possibly given the view that mechanisms underlying the 

diffusion processes of successful versus less successful innovations are similar (Greve and Seidel 

2015). In particular, while digital markets are often associated with a long tail, research 

addressing growth in digital product markets has generally assumed an S-shaped growth similar 

to that of the classic durables and services analyzed (Jeyaraj and Sabherwal 2014; Jiang and 

Sarkar 2010; Rangaswamy and Gupta 2000). 

 

Growth Patterns of Free Digital Products 

Free and Open-Source Software (FOSS) is a prevalent product form that evolves from an 

individual or a group releasing their code to the public for free use and editing. FOSS has been 

around since the 1960s, and its growth was spurred by the advent of the Internet (Mallapragada, 

Grewal, and Lilien 2012). Today FOSS is ubiquitously used across many domains and industries, 
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including governments and institutions around the world. In 2016, the US government 

introduced the Federal Source Code Policy, requiring the release of at least 20% of federally 

developed source code as FOSS (Office of Mgmt. and Budget 2016). Even for-profit 

organizations support FOSS initiatives: Google releases many of its products as FOSS, Oracle 

regularly supports FOSS projects, and Microsoft recently released 60,000 patents to the open-

source community (Das 2018). 

The business of offering support and service to FOSS can be immensely lucrative. High-

tech players such as Oracle, Red Hat, IBM, Cisco Systems, and Accenture profit greatly from 

supporting and offering services to open-source platforms (Schireson and Thakker 2016). The 

market for FOSS support services is predicted to grow from 11 billion USD in 2017 to almost 33 

billion USD in 2022 (MarketsandMarkets 2018). 

The SourceForge Dataset 

Our primary source of data is SourceForge, a large FOSS repository that empowers 

software developers to control and manage open-source software, and enables users to download 

these products for free (Madey 2017). As of October 2016, when we downloaded the data, 

SourceForge offered more than 440,000 registered Free Digital Products (FDPs), with 3.7 

million registered developers and more than 4.8 million downloads a day. As such, it was among 

the largest download sites, and home to some well-known consumer software products such as 

VLC media player, eMule, and 7-Zip. In fact, many users may not have been aware that products 

they downloaded from various software download sites were hosted by SourceForge. 

We retrieved the monthly history of SourceForge downloads for a large number of 

products. The number of downloads is largely used to assess the success of open-source products 

(Grewal, Lilien, and Mallapragada 2006; Daniel, Agarwal, and Stewart 2013) and in a broader 
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sense acts as a proxy for the success of free products (Chandrashekaran et al. 1999). While 

SourceForge offers a large number of products (more than 440,000), many are inactive and had 

zero downloads, and thus are not relevant to our analysis. We focused on the download patterns 

for the 91,578 products – representing a total of 4.9 billion downloads – that met the following 

criteria: 

• Data from five years of growth. We looked at a 60-month window for all products1. 

Typically, the life cycles of these are considerably shorter than the typically analyzed 

growth of durables (although they are longer than software products such as smartphone 

apps). Thus, to reduce cases of right censoring, and to use a consistent time frame, we 

considered only products launched before October 2011. Nonetheless, our analysis 

suggests that we covered the majority of downloads for the various products. 

• At least 200 downloads at the five-year window. This criterion enabled us to capture 

actual growth processes that are not affected much by possible developers’ noise over the 

product life cycle. 

 

The popularity distribution in our data points to a large variance in downloads among the 

products: 45% of FDPs had fewer than 1,000 downloads, while about 0.4% (415 FDPs) had over 

one million downloads. The Gini coefficient is 0.96, which indicates a high concentration: larger 

than those reported for markets such as videos or books (Oestreicher-Singer and Sundararajan 

2012). 

Finding Patterns in the Data 

Previous NPD efforts have typically focused on the analysis of a few to a few dozen 

products, which enabled the utilization of visual inspection in recognizing patterns of growth 

(Golder and Tellis 1997). We look at more than 90,000 different product growth patterns. We 

                                                 
1 SourceForge data are reported monthly. Because the first month is incomplete and with varying lengths, which can 

bias the results, we use the first full month for which we have data as the first month. 
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also use monthly data, which is much noisier than the yearly data typically used in new product 

growth research (Chandrasekaran et al. 2013), increasing the challenge of pattern recognition. 

To address this challenge, we apply a two-stage process. First, as our focus is the shape of 

the growth, and to be able to compare between patterns, we scale each pattern to a (0,1) scale by 

dividing each observation by the total sum of downloads. We then smooth the graphs using the 

Hodrick-Prescott (HP) filter. The HP filter removes short-term cyclical components from the 

filtered graph, allowing us to separate short-term noise and retain the long-term trend 

(Chandrasekaran and Tellis 2011; Hodrick and Prescott 1997). For the remainder of the paper, 

unless explicitly stated otherwise, we will consider the filtered, five-year patterns only. 

In the second stage, we determine the patterns that emerge. Consistent with past efforts to 

identify patterns and turning points in NPD data, we use a peaks-and-troughs algorithm for the 

classification (Chandrasekaran and Tellis 2011; Goldenberg, Libai, and Muller 2002; Golder and 

Tellis 2004;Yoganarasimhan 2017) using the following rules (a more thorough pseudo-code for 

the algorithm can be found in Web Appendix W1), collecting the data on 91,578 patterns: 

• We count the number of peaks and troughs in the data. 

• We require peaks to be substantial (10% over the start period or the previous trough) as 

well as troughs (a drop of 10% or more since the start period); otherwise they are ignored 

(Goldenberg, Libai, and Muller 2002). 

• Using a difference algorithm, we find that there were at most two substantial peaks and 

one substantial trough in each pattern, which leads us to three general patterns: 

o If a pattern climbs from the start toward a peak, then it is a pattern that we label 

Bell, as it is consistent with what we may expect given NPD theory. 

o If a pattern begins with a drop in adoptions with no peaks, it is labeled a Slide 

[named after playground slides]. 

o If a pattern begins with a drop in adoptions but has a later peak, it is labeled S&B. 
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Table 1 presents some statistics on the resultant archetypes. As can be seen in Table 1, the 

growth data consists of multiple patterns. The Bell pattern is indeed the most ubiquitous in the 

data, with 42% of the products exhibiting this pattern (38,119 patterns); but the other pattern 

types are common as well. Slide patterns were 28% of the data (25,994 patterns), and S&B 

accounted for 30% of the data (27,465 patterns). 

--- insert Table 1 about here --- 

A relationship between popularity and the shape ubiquity is apparent from Table 1: 

Whether comparing average or median number of downloads, the Bell pattern is associated with 

the more popular downloads. To delve more into this relationship, we divided the dataset into 

equal download bins in terms of the number of products (top 10%, 11%-20%, etc.). Figure 1 

shows the relationship between bin membership and the percentage of each archetype in every 

equal-size popularity bin. 

--- insert Figure 1 about here --- 

We observe a strong monotonic increase in the share of Bell patterns from low-popularity 

products to high-popularity ones, and a monotonic decrease in the respective shares of Slide and 

S&B patterns as products increase in popularity. While Bell is the clear majority (87% of the 

products in the top 1%), it represents a minority among the less popular products (28% cases in 

the bottom 10% of the products). 

The patterns we see above reflect a blend of many product categories. Is the pattern 

ubiquity driven by a subset of the dataset, or is consistent across product types? To see which, 

we repeated the analysis of Figure 1 with the six most popular categories in SourceForge. Figure 

2 presents the results for the larger categories (Web Appendix W2 shows the distribution of the 

patterns in all 22 categories). As can be seen in Figure 2 and Web Appendix W2, the ubiquity 
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pattern identified above remains generally stable and is not an artifact of a specific category 

offering. 

--- insert Figure 2 about here --- 

Log-Scale. One of the challenges of an equal decile analysis in a concentrated distribution 

is that the range in some bins may be very large, as can be seen in the upper part of Table 2, 

which shows the range of downloads in each download bin. When considering equal deciles, the 

range of downloads is very large in the top decile, while in the bottom decile, the range is small. 

To limit this variance, we took a log scale of the range of downloads (200 to over 300M) and 

divided it into 10 bins of download size. As can be seen at the bottom portion of Table 2, the 

within-bin discrepancy is now lower; however, in the upper bins, there are far fewer products. 

--- insert Table 2 about here --- 

--- insert Figure 3 about here --- 

Figure 3 presents the shape ubiquity of the log scale deciles. We see that the ubiquity 

pattern seen in Figures 1 and 2 continues, exhibiting an even larger difference among the bins. 

The two top bins, containing only 4 products with 41.8 M downloads or more, totaling together 

1.7 B downloads, are comprised of 100% Bell patterns. The next group, with 9 M downloads or 

more, still consists of 94% Bell patterns. 

Findings from a large mobile app dataset 

We next wanted to discover whether our findings from FOSS are generalized to other FDP 

environments. In particular, we look at the case of smartphone apps. While data on large-scale 

smartphone app adoption over time is not readily available to researchers, we were able to obtain 

the cooperation of a global firm that we will call “Mobility”, so as not to reveal its identity. 

Mobility is a player in a market of helping businesses create free smartphone apps that can be 
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used as part of their business. Under this business model, Mobility creates the app and helps 

manage it for the client for a monthly fee. Mobility clients are varied and include service 

providers such as restaurants, artists, musicians, educational institutions, and non-profits. These 

clients offer free apps created on the Mobility platform for their own end users, who are typically 

individual customers or prospects. Mobility can track these apps’ aggregate downloads by end 

users over time. 

The Mobility dataset is more limited than that of SourceForge in several respects: The 

Mobility apps are specific to certain service providers, so are naturally relevant to much smaller 

market segments. Also, unlike the case of open-source software, there is an entity (Mobility 

clients) that may make dedicated efforts to push the freeware via external influence, which we do 

not observe. While the time span we have for Mobility downloads is shorter, it is more detailed 

than that for FOSS, and we observe weekly data for downloaded apps for about a year and a half. 

Due to the smaller magnitude of adoption, and the faster pace of adoptions in mobile compared 

to PC, we used data on apps that had at least 52 weeks of data and 50 downloads. We examine 

the patterns over the first 52 weeks of the app’s life cycle (compared to 60 months on 

SourceForge). Overall we observe weekly adoption data for 6,914 smartphone apps. 

 We repeat the analysis as in the SourceForge dataset, with notably similar results. The 

patterns that emerged were grouped again in the same order of size into the archetypes of Bell 

(41%), Slide (30%), and S&B (29%), with similar pattern dynamics over popularity, as can be 

seen in Figure 4. The descriptive statistics per archetype for Mobility’s data is found in Table 3. 

--- insert Table 3 about here --- 

--- insert Figure 4 about here --- 
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One final benefit of the Mobility data is that it is free of versions. Software creators often 

release new versions (i.e., software updates) and in the SourceForge database, 63% of the 

products have released more than one version over the examined life cycle2. One might wonder 

if the demand for a new version can fundamentally affect the archetypes that we observe and 

their relationship to popularity. We looked at the issue in two ways: First, apps in the Mobility 

data have only one version, and as we can see, the extent and the pattern of archetypes remains 

the same. Second, in the SourceForge dataset, we looked at products that had only one version to 

see if within this group, the dynamics of all of the entire groups change. Here also, we found that 

the dynamics of archetypes’ ubiquity and popularity shown in Figure 1 largely remain the same 

for the one version only. Thus, versioning does not appear to be the driver of the phenomenon 

that we identify here. 

 

Drivers of Multi-Pattern Growth 

The mere finding of a possible relationship between popularity and shape of growth has 

much significance. While it is of course of additional value to further explore the source of the 

specific patterns observed and their relationship to popularity, the drivers can be market specific. 

Thus, our explanation next focuses on the product market that we analyze: free digital products. 

We begin by considering explanations that are based on analogies to other markets. 

The movie analogy 

A notable comparison is one to movies (and some other entertainment products), which are 

largely characterized by an exponential decline (Gelper, Peres, and Eliashberg 2018; Sawhney 

                                                 
2 Due to a change in the SourceForge API that limits the collection of version data for later products, the results on 

versions at SourceForge are on a smaller subset of 59,343 products (64.8% of all products) that were released by 
2008. 
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and Eliashberg 1996). One might wonder if the products that we analyze are similar in 

characteristics, and thus the similarity in patterns. Yet the analogy to movies seems unsuitable. 

First, games and entrainment products represent a minority of the products we analyze (9.1% of 

SourceForge FDPs are games, see Web Appendix W2); the vast majority are utilitarian products. 

Second, in the movie industry, the exponential decline is a characteristic of blockbusters, while 

the less popular “sleepers” are expected to exhibit a gradually increasing bell shape (Foutz 

2017). What we see in our dataset is the opposite: The lower-popularity products are 

exponentially declining early on, while the popular products are bell-shaped. We can also see 

that the substantial drivers that are relevant to the movie industry (and possibly some other 

entertainment products) differ: We analyze free products that do not enjoy large advertising 

budgets early on, and are not affected by supply restriction such as available screens. The Slide 

and S&B products that we analyze are typically not popular, and there is no reason to believe 

that they are more affected by pre-launch buzz. If they were, the more popular products would 

likely enjoy this buzz. As for pre-orders that may create slide-like patterns (Moe and Fader 

2002), neither are they relevant to our data. Yet, if there were issues of pre-orders, one would 

expect the more popular products – not less popular – to become Slides. 

The supermarket good analogy 

An analogy to (low-involvement) supermarket goods offers an alternative explanation for a 

Slide pattern, due to the lack of social influence that would lead to exponential decay. Yet 

supermarket goods are launched with an investment of advertising, promotions, and channel 

activity that do not characterize our dataset. More importantly, given the strong evidence for 

word of mouth’s role in the spread of digital products (e.g., Aharony et al. 2011), it is hard to 

believe that FDPs are unaffected by social influence. 
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The case of failures 

One could argue that specifically, the occurrence of Slides represents failures that is 

manifested in lack of positive WOM (Garber et al. 2004). Certainly, some of the products may 

be failures. Yet it doesn’t make sense to assume that all are, as many other long-tail products 

might be niche products, targeting a smaller audience from the outset. Yet even with failures, it 

is not trivial to argue that there is no social influence in FDP, nor why there are still many Bell-

shaped products among the non-popular products. 

The case of two segments in S&B patterns 

In our quest for an explanation, we should also take into account the occurrence of Slide 

and Bell (S&B), where the growth process begins with a decline, then becomes a Bell. One can 

argue that an S&B pattern is the byproduct of a mixture of segments. Such a scenario is 

consistent with the “dual market” theory, suggesting that the product is first adopted by the early 

market, and only later does the larger, mainstream market adopt the product (Goldenberg, Libai, 

and Muller 2002; Lehmann and Esteban-Bravo 2006). 

A pattern similar to S&B that we observe may therefore emerge when the early market is 

not affected by social influence, thus exhibiting an exponential decline, yet the growth dynamics 

of the later market depend upon social influence to grow. Yet there is no theoretical reason or 

evidence for believing that in a large portion of the market, the early market will not be affected 

by social influence, while the mainstream market will. 

The inception alternative 

Our challenge is to present an alternative explanation that can explain the patterns we 

recognize in a direct way that involves few assumptions, yet is consistent with market reality. To 

do so, we begin by considering the two types of influence that formed the basis of much of the 
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modeling of new product growth in the marketing literature: internal influence and external 

influence (Mahajan, Muller, and Bass 1990). Using diffusion models, a large body of work has 

shown that the combination of internal and external influence creates the bell-shaped patterns 

typically observed for successful products. 

Internal influence increases the probability of adoption when current users interact with 

potential adopters. This can stem from direct interaction with previous adopters, or knowledge 

on adoption numbers via popularity tables, which can signal quality, norms, trends, or utility due 

to network effects (Peres, Muller, and Mahajan 2010). 

External influence represents effects that do not necessarily directly stem from previous 

adopters. For products such as durables, this parameter has been used to capture marketing mix 

effects such as advertising (Mahajan, Muller, and Bass 1990). In the case of digital products, 

given the dominance of social media in decision making, much of the external influence comes 

from social media posts, recommendations on the website, expert opinions, and influencers. Note 

that while some of this influence may come from previous adopters, in this case, it is justified to 

consider this external influence rather than internal: While internal influence has been largely 

analyzed as a function of the number of previous adopters, a single influencer can create an 

effect that may be more comparable to advertising. 

The assumption of most new product growth models is of more or less stable external 

influence (Mahajan, Muller, and Bass 1990). While there have been attempts to examine the 

consequences of influencing external influence through temporal changes in advertising budgets 

over time (Horsky and Simon 2003; Krishnan and Jain 2006), these were based on a 

fundamentally stable external influence otherwise. Unlike durables and long-term services that 

diffuse for a long time and can be supported by marketing mix along the way, attention to new 
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FDPs may be short-lived, and discoverability is critical. Given the quantity of products that enter 

the market one after the other, products have a short window of attention before consumers lose 

interest. This is well known to product developers, who have little choice but to focus early on, 

given that they have a short window of time in which to generate the groundswell that can lead to 

attention by sources such as the charts in the app stores (Gauchet 2018; Sorensen 2017). 

Consequently, those FDP developers who invest in marketing try to do so early in the game 

(ADA 2014; Baker 2017). 

The overall picture is that the external influence for FDPs is expected to be stronger early 

on and then decay. We label this the inception effect. What we will demonstrate next is how this 

inception effect can create the observed patterns, and can also help us explain the growth shape / 

popularity relationship. We modify the basic diffusion model (Peres, Mahajan, and Muller 2010) 

by letting the external influence parameter be a varying function of time with an initial external 

influence parameter (p), and an external decay parameter (δ), to capture the decay in external 

effect over time, thus 𝑝𝑝(𝑡𝑡) = 𝑝𝑝𝑒𝑒−𝛿𝛿𝛿𝛿. This formulation can be viewed as a simpler and restrictive 

version of the modeling of changing external influence over time following advertising effects 

(Horsky and Simon 2003; Krishnan and Jain 2006). Our aim here, however, is not to delve into 

the individual firm strategy on advertising, nor is it to examine what part of external influence is 

affected by the firm vs. the environment. It is simply to suggest in the broader sense that external 

influence for FDPs changes over time. 

Inception and the shape of growth 

Figure 5 shows how inception effect growth can create the three shapes that we identify, 

based on parameter values. While this of course cannot be considered a causal verification, given 

our theoretical expectations for an inception effect in the markets that we analyze, the 
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consistency of the patterns that we see with those created with a straightforward representation of 

inception in the classic diffusion model motivates us further to examine the model on our data. 

To do so, we estimate the inception model’s parameters using nonlinear optimization. We see 

that indeed the inception model parameters are highly associated with the separately estimated 

patterns of the SourceForge data. See Appendix A for a detailed description of the parameter 

estimation method. 

--- insert Figure 5 about here --- 

--- insert Table 4 about here --- 

Table 4 (a and b) presents the relationship between the model and the pattern shapes: We 

see a clear difference between parameter values of the various shapes. The difference between 

each pair of the archetypes was significant using a two-sample Hotelling’s t2 test, and similarly 

with a two-sample t-test. While the inception effect is especially dominant for Slides (47% of the 

pattern is attributed to this effect), it has a relatively low share of the other two archetypes. 

Table 4 enables us to home in on the role of social influence and its relationship to 

popularity. While inception drives demand in particular early on, later it is joined by the effect of 

internal influence, which is important in driving long-term growth. Thus, while we do not need 

to assume a lack of social influence to explain the declining Slide pattern (and indeed Slides still 

have a sizeable internal influence effect), the inception effect alone is not enough to create a 

highly popular product. As Table 4a suggests, S&Bs are associated with an inception effect that, 

while equal to that of a Bell (and weaker than that of a Slide), is declining rapidly due to external 

decay. In such case, while the initial pattern is that of a decline, the product creates enough social 

influence to turn the pattern around later on. When there is little social effect, the bell part does 

not develop, resulting in a Slide. When social effects are stronger, yet not dominant enough, an 
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S&B pattern develops. However, to create the bell-shaped Bell pattern, internal influence should 

be relatively strong to become dominant. This is how high-value products grow into popular 

ones. 

Changes in the inception effect can easily alter the shape of the resulting pattern. When δ, 

(the external decay parameter) is zero, the model collapses to the basic Bass diffusion model, 

wherein by definition, when p ≥ q the peak occurs at period zero, resulting in a Slide, with a Bell 

pattern forming otherwise. However, when the decay component is accounted for, the pattern can 

result in a bimodal distribution of adoption times, where one peak forms at launch, driven by the 

inception effect, and a later peak forms when the effect of internal influence kicks in. 

To further examine the relationship between parameter and shape, we sampled 100,000 

parameter combinations from the range of parameters estimated in the SourceForge dataset, and 

examined the resulting pattern distribution (See Web Appendix W5 for the plot of the pattern 

distribution). We summarize the relationship between pattern and parameters in Table 4c3. From 

Table 4c and Web Appendix W5, we see that Bell patterns are driven by a strong internal 

influence that drives the bell shape, along with weak external influence. While in Bell patterns, 

inception serves to ignite takeoff, the large internal influence is enough to push the adoption 

process to a Bell pattern. However, if the decay parameter is large, combined with a lower 

internal effect, the inception effect drops too fast to create a Bell curve, and the bell part of the 

pattern develops only after an initial decay in adoption occurs, resulting in the S&B pattern. 

Finally, Slide patterns are a result of patterns with weaker internal influence. In those cases, the 

inception effect is the major driver of adoption, forming Slide patterns. 

                                                 
3 While in Table 4a above we examined the average values of the parameters estimated for each pattern, Table 4c 

gives us additional insight into the forces that drive each pattern, as it is simulated on a wider range of parameters 
and covers more parameter combinations and scenarios. 
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Inception and popularity 

To consider how the inception effect relates to popularity, we first calculated the share of 

adoptions that were attributed to the inception effect in the same manner used by Mahajan, 

Muller, and Bass (1990), then we ran a simple correlation test, checking the correlations between 

the inception effect and popularity deciles (where decile was coded as 1 for the bottom 10% up 

to 10 for the top 10%). The correlation was negative and significant (ρ = -0.074, p < 0.001). As 

this result might be affected by the larger portion of patterns that begin with a decline in bottom 

deciles, we repeated the analysis for Bell patterns only, obtaining similar results (ρ = -0.068, p < 

0.001)4. Thus the higher the share of adoptions attributed to the inception effect, the lower the 

product’s popularity. The intuition is simple: Products with a high share of adoption from the 

inception effect, failed to reach the critical mass needed for the takeoff associated with a strong 

w-o-m effect, ending up less popular. 

Also, we wanted to examine the inception effect’s intensity. To do so, we examine the time 

it took the pattern to reach 50% of the overall downloads. Faster patterns should be associated 

with a stronger inception effect (as the inception effect boosts adoptions in the early stages of the 

life cycle). Of all three pattern types, Bell was the slowest, taking 31 months, on average, to 

reach 50% downloads; S&Bs were almost similar with 27 months, and Slide patterns were the 

fastest, reaching 50% adoption in only 15 months. Across all three pattern types, slower patterns 

were more popular, with positive correlation between time to 50% and decile (ρ = 0.21, p < 

0.001 for Bell; ρ = 0.19, p < 0.001 for Slide; and ρ = 0.013, p < 0.001 for S&B; see Web 

Appendix W6 for a figure of the time to 50% across deciles). 

                                                 
4 Similar results were obtained when we correlated the log of downloads and the share of adoption from inception. 
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In short, we see that while inception is critical to jumpstarting the process, inception alone 

is far from sufficient to support a successful FDP growth. FDPs that relied solely on inception 

tended to be far less popular than those that leveraged social influence. 

 

Discussion 

Digital markets create a genuine challenge to marketers as they demand new thinking on 

the generalizations formed in the classic product markets taught in marketing textbooks. If 

historically, the focus on popular innovations could be somehow justified given that popular 

products dominate markets, the possible bias created by this focus needs re-examination given 

the rise of long-tail markets. We see that indeed popularity may be related to the fundamental 

shape of growth. Therefore, our thinking on marketing decision making in long-tail markets 

needs further examination. 

More generally, we may need to think more critically about the role of the (cumulative) S-

shape as the basis of our thinking about new product growth and consequent marketing actions. 

The reliance on an S-shaped curve was reconsidered when looking at other areas such as the 

evolution of technologies and their performance (Adner and Kapoor 2016; Sood and Tellis 

2005). Yet in the context of new product growth, it is largely accepted that the S-shaped pattern 

dominates growth with the exception of entertainment markets such as movies (Hauser, Tellis, 

and Griffin 2006). Here we demonstrate that digital markets (which are often characterized by a 

long tail) that are much larger than the movie or music markets, should be acknowledged as 

another significant exception. Given the ubiquity of pre-launch buzz in various markets (Houston 

et al. 2018), there may be various other examples of r-shaped markets. The analysis can become 

even more compound if one accepts a dual market view (Goldenberg, Libai, and Muller 2002) 
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where markets of differing growth patterns can be combined. While we can still recognize the 

ubiquity of the S-shaped curve across innovation types, contemporary market reality suggests 

that our textbooks and thinking may need a more inclusive approach. 

As such, this creates a notable challenge for stakeholders of new product marketing. We 

need first to re-examine a plethora of marketing generalizations created in the classic popular 

durables-dominated growth analysis of previous years, and adapt them for more compound 

growth patterns. Yet while the alternatives may all differ from classical growth, they are not 

necessarily similar in terms of the drivers that create the departure from the S-shaped curve. 

Given the scope of previous work on the S-shaped growth curve and its marketing implications, 

we do not strive here to cover the implication of the case of differing growth patterns for firms. 

We do want to discuss some managerial challenges that emerge in the type of markets that we 

empirically analyzed. We acknowledge that there are more issues to consider, and more types of 

markets to examine. 

Pulling the Plug 

Given the uncertainties associated with a new product launch, managers often give special 

attention to early market demand data. In particular, new product managers are under pressure to 

pull the plug on new products that exhibit sluggish sales (Tellis, Stremersch, and Yin 2003). In 

the case of durable goods, attention has been often paid to identification and prediction of the 

“takeoff” of new products, which is the point in time in the bell-like curve when the product 

begins to grow fast, often after a long introduction period (Golder and Tellis 1997; Hauser, 

Tellis, and Griffin 2006). Yet this analysis, which largely centers on visual inspection, is based 

on the expected patterns observed for similar products, and the understanding of the predictable 

turning points. If the growth curve changes, so should the expected insights. 
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The case of digital markets is more compound than is that for durables: The pace is faster 

and there are less temporal data to build on, and furthermore, we move from one shape to three, 

which naturally complicates the analysis. While Slide and S&B, which constitute the majority of 

all patterns (59%) across all products, begin with a decline, it does not necessarily imply failure. 

First, some declines eventually turn to growth via S&B. Second, even Slides are not necessarily a 

failure: Among the top three bins (see Figure 1), which represent the top 30% in terms of product 

popularity, about 17% are still Slides, while among the lower three bins, 30% are Bell. 

One should also recall that when considering long-tail products, some are indeed failures if 

we consider initial expectations, yet some are targeting smaller niches where there is no reason to 

pull the plug. Clearly, the move from the multi-million-selling durables and their takeoff to 

digital markets will demand further analysis and thinking in this regard. 

Prediction 

One of the fundamental uses of the new product growth curve is for prediction, which is 

used for planning, allocating market resources, and product fate decisions (Foutz and Rao 2018; 

Meade and Islam 2006; Palacios and Tellis 2016). Researchers and managers have used 

analogies from other markets as well as updated adoption information to predict the shape and 

extent of growth. This is a far-from-trivial task, even considering the classic bell-shaped 

products. Estimating full growth may require knowing two key turning points in early sales; 

however, once these events have occurred, the model’s value is primarily descriptive or 

retrospective, rather than predictive (Hauser, Tellis, and Griffin 2006). 

Whatever growth model is used in the prediction, it has typically assumed the classical S-

shaped curve (Meade and Islam 2006). A move to multiple shapes demands a fresh look at the 

models used to predict growth. This is particularly relevant given that the shape of growth is not 
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clear a priori. If for well-invested movies one can expect an exponential decline, for the digital 

products we analyze, the shape itself is uncertain and may depend upon market reaction to the 

new product. 

While full-scale analysis of prediction modeling in the multi-shape world of long-tail 

markets is beyond our scope here, we did want to see to what extent straightforward prediction in 

this noisy environment is feasible. We examined the ability to improve on predicting the 

popularity and shape of our digital products, above and beyond naïve estimation (i.e., the 

proportion of the largest group in the data). We applied Random Forest classification (RF, 

Breiman 2001), and as a baseline, we use the naïve estimation. For patterns, the baseline is the 

proportion of the largest group: Bell patterns with 41.6% of all shapes. For popularity deciles, the 

baseline is 10%, as all deciles are equal in size. 

In addition to adoption data, we considered the data that a manager may have pre-launch. 

Here we used three simple types of data available on the SourceForge website: One is the stated 

category out of 22 categories (e.g., Multimedia, Text Editors, or Communications); a second is a 

time (month and year) when the project was introduced; and a third type is “intended target 

audience” (e.g., End Users/Desktop, System Administrators, Developers), which is self-declared 

at launch. Intended target audiences are defined for about 80% of the projects, and there are 32 

types, with developers being the largest audience (23%), followed by end users (17%) and 

system administrators (8%) as the most popular audiences. 

In our first round of predictions, we do not use the download data, but rather data from the 

product page only. Then, we test how including the raw 1-12 months of download data affect the 

trend of the series5. 

                                                 
5 Series trend was measured for 2 months and up, using the correlation between the observations and {1,…,n}. Positive 

correlation suggests an upward slope, while negative correlation suggests a downwards slope. 
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When predicting popularity deciles, our naïve baseline for success was 10%, yet our RF 

classifier could predict with 13.56% accuracy, or 36% average lift over the naïve model. Adding 

information on the number of downloads did not improve the prediction by much. On average, 

every month of data added improved prediction accuracy by 0.1%, up to 14.93% when using 12 

periods of downloads. The monthly downloads were more informative when predicting the 

pattern of the FDP. The classifier correctly predicted 47.2% of the patterns, compared with the 

pattern class baseline of 41.62% (the share of Bell patterns in the data), a lift of 13.5%. Adding 

download information on the first year of downloads improved the predictions, on average, by 

1% per each additional month of downloads up to 61.18% accuracy when using 12 months of 

downloads. 

We see that given the non-traditional shapes, we can predict the pattern shape and market 

potential N (within deciles), notably better than naïve estimation, even with limited pre-launch 

data. Prior to any information on downloads, we managed to improve the prediction of the 

pattern by 13.5%, and improve decile prediction by more than 30%. 

When we examine the confusion matrix, we can see that in the within-decile prediction 

results, the prediction model was even more accurate in predicting products with lowest (and 

highest) popularity, with 27% accuracy for products from the lowest decile, and 44% accuracy 

for products from the top decile. This can be of great importance to managers trying to predict 

flops or popular FDPs. 

These results provide us with optimism that predictive mechanisms are still relevant in the 

multi-shape, fast-changing environment of long-tail digital products. Still, separate, more 

technical, efforts are needed to fully assess the prediction potential in these environments. 
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Affecting growth 

 There is a rich literature on how firms can use marketing mix activities to affect the 

growth and profitability of new products (Bass, Jain, and Krishnan 2000; Peres, Muller, and 

Mahajan 2010). While historically much of this work has centered on classic tools such as 

pricing and mass advertising, recent work also considers the attempts to affect social influences, 

for example by seeding activities (Nejad, Amini, and Babakus 2015). 

The fast-changing environment and in particular the lower profits in the markets analyzed 

here, implies a differing set of firms’ abilities to affect the growth of new digital products 

compared to that of classic durables. Price at launch is less of an issue (at least not in the simple 

way it was analyzed), and mass advertising less relevant. Yet managers can still have an effect 

when they design the product and post launch. Internal influence-wise, they can strive to create 

discussions on social media in particular in dedicated forums, mentioning the product in 

comments. They can also implement social features in the product to leverage growth and make 

the product easier to talk about and share information on. In terms of external influence, they can 

use the advertising budget they do have to expose the new product or to affect growth through 

influencer marketing. As aforementioned, this is largely done early on to support the inception 

effect. One might wonder, however, about the efficacy of these efforts in the inception-affected 

growth. 

To consider this issue, we created a counterfactual analysis in which we re-examined the 

SourceForge product patterns analyzed above, changing either the external influence or the 

internal influence by 1%. For simplicity, we assume that firms benefit from product adoptions 

and that early adoptions are preferred to later adoptions (i.e., there is some kind of a discount 

factor). Specifically, we consider the NPV of adoptions within five years (60 months), with a 
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monthly discount factor of 1%, examining what would happen if a developer increases either the 

inception or w-o-m effect by 1%. What would be the effect on the overall speed of adoption as 

captured by calculating the NPV of the aggregate adoption process? 

We take the parameters for all products in the SourceForge dataset and create for each 

parameter set, three growth curves. The first uses the original parameters of the curve, while for 

the other two, we respectively increased the inception and internal influence effect by 1%. We 

then looked at the change in NPV when increasing each of the effects (the complete results are in 

Table W7a, Web Appendix W7). While increasing the inception effect benefits popular patterns 

more than it does less popular ones, overall, developers benefit more from increasing the internal 

influence effect than they do from increasing the inception effect. Slide patterns are the 

exception, benefiting more from an increase in the inception effect. We further see that Slide and 

Bell patterns benefit the most from an increase in the internal influence effect, as that accelerates 

the time to takeoff of the pattern, where most adoptions occur. Slide patterns, having most of 

their adoptions in the first few periods, have less to benefit from a larger social influence effect. 

The overall picture is that the expected effect of marketing actions depends upon the shape 

of the growth curve. It demands an extended analysis and probably individual-level product data, 

which are beyond our scope here. Yet it is clearly a compelling subject for future research. 

Limitations 

We need to highlight two major limitations in light of which our analysis should be 

considered. The first is our reliance upon aggregate-level analysis. When few products are 

analyzed, researchers may be able to better delve into individual products’ characteristics and 

their market environments. Our advantage in terms of the number of products analyzed then 

becomes a detriment in terms of our ability to study individual products. This is particularly true 
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for long-tail products, which constitute the majority of the products in our database. It is harder 

to find information on low-popularity products as they are not tracked, and sources such as 

Google Trends do not report on them because of the minimal attention needed for consideration. 

Future research may thus want to focus on a smaller set of products where there is better ability 

to infer product-specific growth drivers. 

The second issue relates to markets. Empirically, we examined the long tail in the context 

of free digital products. Yet there are other long-tail markets where the products are physical 

goods. Physical goods sold on Amazon and other retail sites are a good example. It is interesting 

to see to what extent the dynamics we see here are similar or differ in the case of physical goods. 

Looking at the prevalence of Slide in S&B, we should also take into account in such cases the 

effect of the platform itself, as well as other factors such as pre-orders. 

Conclusion 

The digitization of markets should motivate marketers to re-think the insights, 

generalizations, and methods that dominated the field for many years. What we bring here is 

evidence that the long tail created in digital-influenced markets may be associated with different 

shaped growth, and thus demands fresh thinking on new product marketing. While marketers 

have certainly made progress in their understanding of digital markets and their implications 

(Lamberton and Stephen 2016), they are likely just at the beginning of this quest. We hope this 

study took a useful step in this direction. 
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Tables 

Table 1: Archetype pattern characteristics and classification 

Descriptive Statistics Bell Slide S&B 

No. of patterns 38,119 25,994 27,465 
Share (%) of patterns 42% 28% 30% 
Average no. of downloads 117,459 9,923 6,651 
Std. dev. no. of downloads 5,286,994 137,865 204,063 
Median no. of downloads 2,223 1,068 773 
Minimum no. of downloads 200 200 200 
Maximum no. of downloads 895,178,248 18,265,485 29,355,065 

 



39 
 

Table 2: Range of downloads in each bin with equal and log-based bins 

Equal 
deciles 

Bin 1 -
Bottom  

Bin 2 Bin 3 Bin 4 Bin 5 Bin 6 Bin 7 Bin 8 Bin 9 Bin 10 - 
Top 

Frequency 9,158 9,158 9,158 9,158 9,158 9,158 9,158 9,158 9,158 9,158 
Min 200 288 409 580 841 1,248 1,911 3,223 6,436 18,622 
Max 288 409 580 841 1,248 1,911 3,223 6,436 18,622 895M 

           
Log-based 

bins 
Bin 1 -
Bottom  

Bin 2 Bin 3 Bin 4 Bin 5 Bin 6 Bin 7 Bin 8 Bin 9 Bin 10 - 
Top 

Frequency 38,821 29,270 14,696 5,846 2,087 627 172 51 4 4 
Min 198 920 4,260 19,713 91,216 422,066 2M 9M 41.8M 193.5M 
Max 920 4,260 19,713 91,216 422,066 2M 9M 41.8M 193.5M 895M 
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Table 3: Statistics for the pattern archetypes in Mobility dataset 

Descriptive Statistics Bell Slide S&B 

No. of patterns 2,850 2,077 1,987 
Share (%) of patterns 41% 30% 29% 
Average no. of downloads 3,840 1,983 1,776 
Std. dev. no. of downloads 69,838 21,671 12,207 
Median no. of downloads 400.5 206 185 
Minimum no. of downloads 50 50 50 
Maximum no. of downloads 3,696,161 801,278 391,216 

 

  



41 
 

Table 4: Model parameter values and average share of the pattern attributed to the effects 

Table 4a: Average parameter values for the pattern archetypes 

Model parameter values Bell Slide S&B 

p (external influence) 0.011 (0.009) 0.072 (0.079) 0.037 (0.039) 
q (internal influence) 0.084 (0.146) 0.060 (0.101) 0.052 (0.039) 
δ (external decay parameter) 0.098 (0.399) 0.224 (0.564) 0.370 (0.696) 

* Standard deviation in parenthesis 

Table 4b: Average parameter values for the pattern archetypes in Mobility dataset 

Model parameter values Bell Slide S&B 

p (external influence) 0.013 (0.013) 0.152 (0.180) 0.047 (0.054) 
q (internal influence) 0.118 (0.165) 0.145 (0.268) 0.056 (0.043) 
δ (external decay parameter) 0.104 (0.463) 0.453 (0.961) 0.535 (0.985) 

* Standard deviation in parenthesis 

Table 4c: Relationship between pattern type and parameter levels in 100,000 simulated patterns 

Model parameter levels Bell Slide S&B 

p (external influence) Low High Low 
q (internal influence) High Low Low 
δ (external decay parameter) Low Any High 
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Figures 

Figure 1: Growth patterns and popularity in SourceForge data 
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Figure 2: Ubiquity of shapes in equal-download deciles by category (top six categories) 
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Figure 3: Growth patterns and popularity in SourceForge data (log-based bins) 
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Figure 4: Growth patterns and popularity in Mobility data 
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Figure 5: Examples of the three pattern types as captured by the FDP growth model 

    Figure 5a: Bell pattern 

  
 
 

N =100; p = 0.01; q = 0.07; δ = 0 

    Figure 5b: Slide pattern 

 
 
 

N =100; p = 0.12; q = 0.055; δ = 0.15 
  
    Figure 5c: S&B pattern 

  
 
 

N =100; p = 0.03; q = 0.08; δ = 0.3 
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Appendix A: Estimation methods 

To be able to examine the relationship between pattern and popularity, we scale the data to 

remove the effect of popularity from the estimation results. Using the actual download data, and 

not those smoothed by the HP filter, we scale each pattern to a (0,1) scale by dividing each 

observation by the total sum of downloads. As we are estimating scaled patterns that always sum 

to one, we use the augmented Lagrange multiplier method to ensure that our estimations also 

sum to one6. We split the data by popularity into ten equal deciles and examine the estimation 

results. The average R2 of the estimations was 0.41 (SD = 0.27, Median = 0.39), with the top 

10% demonstrating a better fit than the bottom 10% that tended to be a bit more noisy (R2
Top 10% 

= 0.53, SD = 0.26, Median = 0.56; R2
Bottom 10% = 0.35, SD = 0.25, Median = 0.31). We report the 

overall average and values per decile in Web Appendix W3. 

Another way to examine the FDP model’s fit takes advantage of the fact that the patterns’ 

classification process was independent of the models that we examine, i.e., for classification, we 

smoothed the raw data with the HP filter and counted peaks and troughs compared to a 

parametric model estimated on the original, raw data. Thus, we ask: Can the models’ estimated 

parameters predict the classified pattern shapes? To answer this, we use a Random Forest 

classifier (RF), a classification tree model that allows for uncertainty in the tree structure, 

creating multiple trees (a forest) by bootstrapping the data (Breiman 2001). An additional benefit 

of the RF is that it offers built-in validation, thereby lowering the risk of overfitting. 

We run the RF looking for how many errors in the matching the RF reported; lower 

numbers mean that the algorithm matched more patterns correctly using the model parameters. 

The RF predicted the shapes with an error rate of 17.97%, with 9.6% error rate for the top 10% 

                                                 
6 Applied here using the Rsolnp package in R (Ghalanos and Theussl 2014). 
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patterns, i.e., just by taking the parameters of the FDP model, estimated from the raw data, the 

RF could match the correct pattern in 82.03% of the cases and 90.4% of the cases for the top 

10% popular patterns (the full confusion matrix for the models is in Web Appendix W4 and the 

error rates per decile are in Web Appendix W3). This demonstrates that the FDP model 

parameters are highly associated with the separately estimated patterns of the SourceForge data. 

 

  



49 
 

Web Appendices 

Web Appendix W1: The pseudo code for the pattern classification algorithm 

Preparation 

1. Candidate function for classification (cand) is defined by (Period 2 to Period 61) divided 

(scaled) by the sum of observations each observation i, i:1-60 is labeled candi. 

2. Substantive peak (M) is defined as 10% of the maximum. 

3. Count peaks (pik) and valleys (val), we used the findPeaks and findValleys functions 

located in R’s quantmod library. 

4. Check start point for maxima (do we drop from the start)- if cand1 is the largest up to 

cand5 or the first valley and cand1 is higher than 10% of the maximum in cand – set 

cand1 as a peak in pik 

5. Check end point for maxima (do we drop from the start)- if cand60 is the largest up to 

cand56 or the final valley and cand60 is higher than 10% of the maximum in cand – set 

cand60 as a peak in pik 

6. Check which of the peaks are higher than 10% of the maximum in cand (smallpikcheck) 

7. Count number of valleys and peaks in the function (lenval and lenpik respectively) 

Classification 

• If there are more than 5 peaks – classify as Error (no errors were activated in the data 

classification) 

• Else if there are no peaks – Error 

• Else if any of the peaks fail the smallpikcheck (they are not higher than 10% of the 

maximum): 

o If there are more than 3 peaks – Error 

o Else if there are less than 3 peaks – if the pattern starts with a peak (meaning that 

the second one, if existent, is not substantial) – “Slide”. For the same reasoning – 

if the pattern ends with a peak – “Bell”. 

 Else check_for_growth – defined: if the pattern grows (cand1 < cand60) – 

“Bell”, else – “Slide” 
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o Else if there are exactly 3 peaks – if only one is substantial – check_for_growth, 

else if the first peak is substantial – “Bell” else “S&B” 

• Else if there is one peak not at cand1 - check_for_growth 

• Else if there is one peak at cand1 – “Slide” 

• Else if there is one valley and more than one peak: 

o If the peak is not in cand1 - “Bell” 

o Else if the minimal drop from the peaks to the valley (on either side “\/”) is more 

than 10% of the smallest of both peaks and the first peak is at cand1 - “S&B” else 

Error 

o Else if Peak 1 is substantially higher than Peak 2 - “Slide” else “Bell” 

• Else if there is one valley – Error 

Second round of classification (if all previous classifications passed through) 

Set substantialpeaks and substantialvalleys as the substantial peaks and valleys (respectively) in 

cand: 

• If there are no substantial peaks or valleys - check_for_growth 

• Else if there is a substantial peak at cand1: 

o If there is more than one substantial peak - “S&B” 

o Else if there is only one substantial valley – if there are substantial downloads after 

the valley- “S&B” else “Slide” 

o Else if there are no substantial valley – “Slide” else Error 

• Else if there is one substantial peak: 

o If there are no substantial valleys – “Bell” 

o Else if there is a substantial valley but it is before and after the substantial peak- 

“Bell” 

o Else if the first peak is earlier than the first valley and the first valley is later than 

cand1 – “Bell” 

o Else “S&B” 

• Else if there are two substantial peaks: 

o If there are no substantial valleys - “Bell” 
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o Else if the first substantial valley is larger than the substantial peak: 

 If the first peak is earlier than the first valley and the first valley is later than 

cand1 – “Bell” 

 Else if the first valley isn’t substantial – “Bell” 

 Else “S&B” 

o Else “Bell” 

• Else if there are three substantial peaks - “Bell” 

• Else Error 
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Web Appendix W2: Ubiquity of shapes in equal-download deciles by category (all categories) 

Table W2a: Distribution of pattern types by categories 

Category Bell 

% 

Slide 

% 

S&B 

% 

Category 

size 

Category 

share 

Software Development 43.4% 24.5% 32.1% 10,800 11.8% 

Internet 37.4% 32.4% 30.1% 8,712 9.5% 

Communications 37.9% 31.5% 30.6% 8,497 9.3% 

Games/Entertainment 34.9% 28.9% 36.2% 8,316 9.1% 

System 42.8% 26.6% 30.6% 7,543 8.2% 

Multimedia 43.0% 27.8% 29.1% 6,307 6.9% 

Scientific/Engineering 55.5% 16.4% 28.2% 5,931 6.5% 

Office/Business 38.6% 31.7% 29.7% 4,555 5.0% 

Database 40.1% 26.9% 32.9% 3,387 3.7% 

Text Editors 45.8% 22.7% 31.5% 2,562 2.8% 

Security 42.3% 26.0% 31.6% 2,383 2.6% 

Desktop Environment 37.4% 33.3% 29.3% 2,099 2.3% 

Formats and Protocols 48.1% 25.4% 26.6% 2,089 2.3% 

Other/Non-listed Topic 42.0% 27.8% 30.2% 1,782 1.9% 

Education 41.1% 27.3% 31.6% 1,417 1.5% 

Terminals 44.9% 21.6% 33.5% 541 0.6% 

Printing 57.4% 16.7% 25.8% 209 0.2% 

Mobile 27.7% 54.2% 18.1% 177 0.2% 

Religion and Philosophy 46.9% 19.7% 33.3% 147 0.2% 

Social sciences 48.6% 15.7% 35.7% 70 0.1% 

Sociology 32.3% 25.8% 41.9% 31 0.03% 

      

Software without an 

assigned category 
41.9% 33.9% 24.2% 14,023 15.3% 
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Figure W2a: Ubiquity of shapes in equal-download deciles by category (all categories) 
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Web Appendix W3: Goodness-of-fit results for the FDP growth model estimations 

Table W3a: Mean and decile estimation results for the FDP growth model for all of SourceForge patterns7 

  Decile (by download popularity) 

 average Top 
10% 

11-20% 21-30% 31-40% 41-50% 51-60% 61-70% 71-80% 81-90% Bottom 
10% 

Avg. R2 41% 
(27%) 

53% 
(26%) 

48% 
(26%) 

45% 
(26%) 

42% 
(27%) 

40% 
(27%) 

39% 
(26%) 

38% 
(26%) 

37% 
(25%) 

36% 
(25%) 

35% 
(25%) 

Median R2 39% 56% 49% 45% 40% 38% 36% 35% 34% 32% 31% 

Avg. KL-
Divergence 

0.28 
(.39) 

0.12 
(.22) 

0.14 
(.23) 

0.16 
(.23) 

0.25 
(.44) 

0.34 
(.59) 

0.32 
(.49) 

0.32 
(.41) 

0.34 
(.34) 

0.38 
(.31) 

0.44 
(.27) 

Median 
KL-
Divergence 

0.18 0.07 0.08 0.09 0.12 0.14 0.17 0.21 0.25 0.30 0.37 

RF Error 
rate 

17.97% 9.59% 12.95% 16% 17.03% 19.26% 19.72% 20.3% 20.67% 20.97% 19.78% 

N 91,578 9,158 9,158 9,157 9,158 9,158 9,158 9,158 9,157 9,158 9,158 

* Standard deviation in parentheses

                                                 
7 As an alternative to the R2 measure, we also report the Kullback-Leibler divergence (KL divergence) to measure the difference between our estimations and the 

data (Dzyabura and Hauser 2011; Gilula and McCulloch 2013). KL divergence weighs each observation and thus is less sensitive to the absolute value of the 
difference, weighing the relative difference instead. 
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Web Appendix W4: Random Forest classifier confusion matrices for the FDP model 

Table W4a: Random Forest classifier confusion matrix for the FDP model 

     Predicted 
 

Actual 

Bell Slide S&B 

Bell 90.5% 4.5% 5.0% 
Slide 6.4% 79.8% 13.8% 
S&B 8.9% 18.6% 72.4% 

OOB estimate of error rate: 17.97% 
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Web Appendix W5: Pattern distribution and its relation to the model parameters 

Here we plot the resulting pattern type distribution of 100,000 patterns created from 

parameters sampled from the range of parameters estimated in the SourceForge dataset. 

 

Figure W5a: Sample of 100,000 parameter combinations and the resulting pattern type 
distribution 
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Web Appendix W6: Non-parametric measures for patterns’ inception speed 

Figure W6a: Average time it took patterns to reach 50% adoption by pattern type and decile 
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Web Appendix W7: Changing the inception or w-o-m effect for FDP and NPD 

Table W7a: Change in NPV when changing the inception or w-o-m effect of an FDP by 1% 

Decile Overall Bell Slide S&B 
inception w-o-m inception w-o-m inception w-o-m inception w-o-m 

Top 10% 0.38% 0.77% 0.39% 0.88% 0.26% 0.17% 0.53% 1.02% 
11-20% 0.37% 0.63% 0.38% 0.76% 0.25% 0.18% 0.51% 0.87% 
21-30% 0.37% 0.62% 0.37% 0.76% 0.26% 0.18% 0.50% 0.86% 
31-40% 0.37% 0.72% 0.37% 0.89% 0.24% 0.18% 0.52% 1.06% 
41-50% 0.37% 0.90% 0.38% 1.22% 0.24% 0.17% 0.50% 1.19% 
51-60% 0.36% 0.77% 0.36% 1.01% 0.22% 0.16% 0.49% 1.06% 
61-70% 0.35% 0.65% 0.35% 0.80% 0.22% 0.15% 0.47% 0.95% 
71-80% 0.34% 0.57% 0.34% 0.73% 0.20% 0.13% 0.45% 0.80% 
81-90% 0.33% 0.55% 0.34% 0.72% 0.19% 0.13% 0.43% 0.75% 
Bottom 10% 0.32% 0.51% 0.32% 0.70% 0.18% 0.11% 0.42% 0.68% 
Average 0.36% 0.67% 0.37% 0.85% 0.22% 0.15% 0.47% 0.90% 

 

Table W7b: change in NPV when changing the inception or w-o-m effect of classic NPD by 1% 

Product Overall 
external internal 

Color TV 0.63% 0.89% 
Microwave 0.72% 0.68% 
Trash 
Compactor 0.41% 0.37% 
Projection 
TV 0.85% 0.71% 
Average 0.65% 0.66% 

 


